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module,theimplementation of a cross-cuttingconcernis oftenin-
tertwinedwith the implementationof otherconcernsandwith the
corefunctionality of that module.To illustratethis idea,consider
the implementationof a logging concernthat, every time an as-
sertionfails, writes an entry in a log Þle.Calls to the logging fa-
cilities aremadethroughoutthe implementationof the systemat
eachlocationwhereanassertionfails, thusleadingto scatteringof
the concernÕs implementation.Moreover, all locationsin the code
which implementtheassertioncheckingalsoneedto includecode
to performthe logging.The logging concernis thustangledwith
theassertionchecking.

By using dedicatedÞlters for scatteringand tangling,we can
restrictthe initial setof methodsthatwill begivenasinput to the
clusteringalgorithm.We arenot interestedin all setsof methods,
but only in thosethat might representor containa cross-cutting
concernandthusshow clearsymptomsof scatteringandtangling.
Methodswhich do not show any symptomsof scatteringandtan-
gling arenot consideredto be usefulinput for theclusteranalysis.
Thispre-Þlteringreducestheexecutiontimeof theclusteringalgo-
rithm, by limiting the amountof datathat needsto be processed,
but it also reducesthe numberof clustersthat will be produced,
thusmakingtheÞnalmanualinterpretationsteplesstedious.

The intuition behindour Þlters is to selectonly calling con-
texts of possiblecross-cutting behaviour. The assumptionbehind
ourdeÞnitionis thatthebaseconcernsin anapplicationarealigned
with the classhierarchies.Therefore,to detectsymptomsof scat-
tering and tangling,we look for methodsthat call, in addition to
methodsin their own hierarchy, methodsin differenthierarchies.
The rationelebehindthis is that, if a methodmakesonly ÒlocalÓ
calls, it doesnot invoke behaviour that is scatteredthroughoutthe
implementation.Moreover, it is unlikely that sucha method con-
tainscodebelonging to botha baseaswell asa cross-cuttingcon-
cern (tangling).The formal deÞnitionof our Þltersfor scattering
and tangling is basedon the notionsof a might call relationship
andof hierarchical distance, asdeÞnedbelow.

mightCall is a binary relation betweentwo methodsm1 andm2

which conservatively approximateswhethermethodm1 might
call methodm2:
mightCall(m1 , m2) ! "
implementationof m1 containscall to m2

The hierarchical distance betweentwo classesc1 and c2 is de-
Þnedas the maximuminheritancedistancebetweeneither c1

or c2 andtheir smallestcommonancestor classca , unlessthat
commonancestorequalsObject . If the commonancestor is
Object , wedeÞnethehierarchicaldistanceas# becausethey
shareno realcommonancestor. More formally, wehave:
Let ca = sca(c1 , c2), thenwedeÞne:

hdist(c1 , c2) =

8
<

:

# if ca = Object
max(dist(c1 , ca ),

dist(c2 , ca ) otherwise

Wherethe smallestcommonancestorsca andthe inheritance
distancedist aredeÞnedasfollows:

The smallestcommonancestor sca(c1 , c2) is theuniqueclassca

such that c1 and c2 belong to the classhierarchy of ca and
$%c $= ca suchthat:

¥ c1 andc2 belongto theclasshierarchy of c and

¥ c belongsto theclasshierarchy of ca .

(Sucha commonancestoralwaysexists if we assumethat all
classeseventuallyinherit from acommonrootclassObject , as
is thecasefor Java.)

Object
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copyTo(Location)
moveTo(Location)
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add(File)
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delete()
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addAll(Iterator Þ les) 
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   ...
   this.add(files.next());
   ...
   logger.writeToLog();
}
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moveTo(Location l) 
{
   ...
   this.copyTo(l);
   this.delete();
   logger.writeToLog();
}

writeT oLog(String m) 
{
   stream.write(m);
}

writeToLog(m)
ScreenLogger

Figure2. Exampleof dist,hdist andÞltering

Inheritance distance When cd is a classthat belongsto the hi-
erarchy of a classca , we inductively deÞnetheir inheritance
distanceas:

dist(cd , ca ) =
!

0 if cd = ca

1 + dist(superclass(cd ), ca ) otherwise

Figure2 illustratesthesedeÞnitionson the implementationof
a toy Þle systemwith logging facilities.This example consistsof
two classhierarchies,one representingthe elementsmanipulated
by the Þle system(AbstractElement ); the other representsthe
loggingfacilities(AbstractLogger ). If weapply ourdeÞnitionof
dist to theclasses File andObject weseethat thevalueis 3, i.e.
the numberof inheritancestepsto go from oneto the other. The
value of dist(File , DesktopElement) is 1, sinceFile directly
inherits from DesktopElement. Using thesevalues for dist, we
can then computethe hierarchicaldistancebetweentwo classes.
For instance,File andFolder arehierarchicallyclosely related.
This is reßectedif wecalculatehdist betweenthesetwo classes:1.
Indeed,for bothclasses,if wego1 level up,wealreadyreachtheir
commonancestorclassDesktopElement. However, the valueof
hdist(Folder , FileLogger ) is # sincetheir smallestcommon
ancestoris theclassObject .

Using thesedeÞnitions,we will restrictour clusteranalysisto
thosemethodsmc which exhibit symptomsof scatteringandtan-
gling. To detectsuchmethodsmc which aretangledor in which
a cross-cuttingmethodis present,we verify the following condi-
tions,where! and" aresmall integerthresholdsto bedetermined
experimentally:

Scattering %methodmx : mightCall(mc , mx ) &
hdist(class(mc), class(mx )) > !

Tangling %methodmx 1 , mx 2 :
mightCall(mc , mx 1 ) & mightCall(mc , mx 2 )&
hdist(class(mx 1 ), class(mx 2 )) > "

The Þrstconditionexpressesour Þlter for scatteringandrequires
that a methodmc might call a cross-cuttingmethodmx imple-
mentedin adifferenthierarchy (i.e., for which thehierarchicaldis-
tanceto theclassof methodmc is sufÞcientlylarge).Indeed,if all
methodscalledby mc areÔhierarchicallycloseÕthenprobablymc

method mc is possible calling cont ext if:
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5.1 Typeclustering

TheÞrstinstantiationof our framework we presentusestypeclus-
tering, a similarity measurewhich identiÞesmethodcross-cutting.
Typeclusteringis basedontheunderlyingassumptionthatmethods
implementinga cross-cuttingconcernoftenmake useof thesame
setof typesthroughouttheimplementation.For thissimilarity mea-
sure,thetypesusedin themethodbodiesareanalysedstatically. We
expressthesimilarity of two methodsusingthefollowing measure
typeSim, wheretypes(m) denotesthesetof typesusedin thebody
of amethodm:

typeSim(m1, m2) =
|types(m1) ! types(m2)|
|types(m1) " types(m2)|

In otherwords,typeSim is calculatedby dividing the numberof
typeswhich arecommonto both methodsby the total numberof
typesusedin thetwo methods.

After theclustering,theresultingclusterscanbeinterpretedas
theÒcallingcontextsÓof across-cuttingconcern(whereasthetypes
usedwouldberepresentative for thecross-cuttingconcernitself).

For this particularmetric we proposesomeadditional pruning
of theinput data.Firstly, we donÕt take any primitive typeslike int
or char into account.Secondly, we alwaysremove the typeof the
implementerof themethodfrom our analysis,asthis would result
in clustersgroupingmethodsimplementedin thesameclass.

As wasexplainedin section3, thesimilarity metricshould not
only provide a meansto comparemethods,but alsoto measurethe
similarity of two clustersC1 andC2. Ratherthantakingtheaverage
of thesimilarity measuresamongmethodsin eachof theclusters,
we usea generalisedversionof our typeSimfunction,which takes
all the typeswhich arepresentin the methodsof the clusterinto
account.

typeSim(C1, C2) =
|types(C1) ! types(C2)|
|types(C1) " types(C2)|

where

types(Ci ) =
\

m ! C i

types(m)

5.2 N-gram clustering

The secondsimilarity measurefor Þnding instancesof method
clusteringwe proposeis basedon N-grams[9], a techniquefrom
the domainof document clustering,which hasasa goal to group
documentswith similarcontent.An N-gramis asubstringof length
N in a string of characters.By usinga sliding window of length
N , it is possibleto extracta numberof N-gramsfrom a text. Take
for instancethe string ÒhelloworldÓ.From this string, we can
extractthefollowing six 5-grams:ÔhelloÕ,ÔellowÕ,ÔllowoÕ,ÔloworÕ,
ÔoworlÕ,ÔworldÕ.Likewise,thestringÒworld wideÓcanbesplit up
in the following Þve 5-grams:ÕworldÕ,ÕorldwÕ,ÕrldwiÕ,ÕldwidÕ,
ÕdwideÕ.

UsingtheseN-grams,we canrepresenta documentasa vector
v asfollows:

v = a1.ngram1 + a2.ngram2 + . . . + an .ngramn

with ai = frequency of ngrami in the documentandn is the total
numberof possibleN-grams.Concretely, we can representthe
stringÒworld wideÓasthevector:

“world wide"" = 0.‘hello" + 0.‘ellow" + 0.‘llowo" + 0.‘lowor" +

0.‘oworl" +
1
5

.‘world" +
1
5

.‘orldw" +
1
5

.‘rldwi" +

1
5

.‘ldwid" +
1
5

.‘dwide"

ThestringsÒhelloworldÓand Òworld wideÓcontain10 distinct5-
grams.Vectorv, asshown above, is expressedin termsof these10
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N-gramsandcontainsfor eachN-grama coefÞcient indicatingthe
frequency of thatparticularN-gramin thestring.

We cancalculatethemeasureof similarity ngramSimbetween
two documentvectorsusingthecosinesimilarity:

ngr amSim (o,p) =

P n
k =1 ok pkp P n

k =1 o2
k

p P n
k =1 p2

k

whereo andp aredocumentvectors;oi andpi arethecoefÞcients
of N-gram i of a documentvector and n is the total numberof
possibleN-grams.For example,if weapplythissimilarity measure
to the documentvectorsfor the stringsÒhello worldÓandÒworld
wideÓ,the result is 0.18 indicatingthat the two stringsaresome-
whatsimilar.

As with type clustering,we alsoneedto deÞnethe similarity
betweentwo clusters.For eachof theclusters,wecreateacompos-
ite documentvectorby summingall the documentvectorsof the
elementsof thecluster. Thesumof two documentvectorso andp
is anew vectors for whicheachof thecoefÞcientsis deÞnedas:

sk =

!
ok + pk : ok #= 0 $ pk #= 0
0 : otherwise

with 1 % k % n and n is the total numberof different N-
grams in vectorso and p. The similarity betweentwo clusters
is calculatedusing the ngr amSim function on their composite
documentvectors.

In the aspectmining techniquewe proposebasedon N-gram
clustering,the notion of N-gramsis usedto measurethe lexical
similarity betweenany two methodsin a legacy system.The N-
gramsarecreatedby analysingatokenisedversionof thebodyof a
method.Meaninglesstokenslike semi-colons,braces,parenthesis,
dots,. . .areignoredin this analysis.For this technique,we specify
noadditionalpre-or post-Þlters.

5.3 Treeclustering

Thenext similarity measurewe presentis treeclustering, which is
basedonthenotionof treeeditdistance[25]. As wasalsoidentiÞed
by otherauthors[6, 26], the implementationof cross-cuttingcon-
cernsis oftencharacterisedby ahighdegreeof structuralsimilarity

Assumption: cross-cutting behavior uses 
the same types

Pre-Þltering
¥ Primitive types
¥ References to ÔthisÕ
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5.1 Typeclustering

TheÞrstinstantiationof our framework we presentusestypeclus-
tering, a similarity measurewhich identiÞesmethodcross-cutting.
Typeclusteringis basedontheunderlyingassumptionthatmethods
implementinga cross-cuttingconcernoftenmake useof thesame
setof typesthroughouttheimplementation.For thissimilarity mea-
sure,thetypesusedin themethodbodiesareanalysedstatically. We
expressthesimilarity of two methodsusingthefollowing measure
typeSim, wheretypes(m) denotesthesetof typesusedin thebody
of amethodm:

typeSim(m1, m2) =
|types(m1) ! types(m2)|
|types(m1) " types(m2)|

In otherwords,typeSim is calculatedby dividing the numberof
typeswhich arecommonto both methodsby the total numberof
typesusedin thetwo methods.

After theclustering,theresultingclusterscanbeinterpretedas
theÒcallingcontextsÓof across-cuttingconcern(whereasthetypes
usedwouldberepresentative for thecross-cuttingconcernitself).

For this particularmetric we proposesomeadditional pruning
of theinput data.Firstly, we donÕt take any primitive typeslike int
or char into account.Secondly, we alwaysremove the typeof the
implementerof themethodfrom our analysis,asthis would result
in clustersgroupingmethodsimplementedin thesameclass.

As wasexplainedin section3, thesimilarity metricshould not
only provide a meansto comparemethods,but alsoto measurethe
similarity of two clustersC1 andC2. Ratherthantakingtheaverage
of thesimilarity measuresamongmethodsin eachof theclusters,
we usea generalisedversionof our typeSimfunction,which takes
all the typeswhich arepresentin the methodsof the clusterinto
account.

typeSim(C1, C2) =
|types(C1) ! types(C2)|
|types(C1) " types(C2)|

where

types(Ci ) =
\

m ! C i

types(m)

5.2 N-gram clustering

The secondsimilarity measurefor Þnding instancesof method
clusteringwe proposeis basedon N-grams[9], a techniquefrom
the domainof document clustering,which hasasa goal to group
documentswith similarcontent.An N-gramis asubstringof length
N in a string of characters.By usinga sliding window of length
N , it is possibleto extracta numberof N-gramsfrom a text. Take
for instancethe string ÒhelloworldÓ.From this string, we can
extractthefollowing six 5-grams:ÔhelloÕ,ÔellowÕ,ÔllowoÕ,ÔloworÕ,
ÔoworlÕ,ÔworldÕ.Likewise,thestringÒworld wideÓcanbesplit up
in the following Þve 5-grams:ÕworldÕ,ÕorldwÕ,ÕrldwiÕ,ÕldwidÕ,
ÕdwideÕ.

UsingtheseN-grams,we canrepresenta documentasa vector
v asfollows:

v = a1.ngram1 + a2.ngram2 + . . . + an .ngramn

with ai = frequency of ngrami in the documentandn is the total
numberof possibleN-grams.Concretely, we can representthe
stringÒworld wideÓasthevector:

“world wide"" = 0.‘hello" + 0.‘ellow" + 0.‘llowo" + 0.‘lowor" +

0.‘oworl" +
1
5

.‘world" +
1
5

.‘orldw" +
1
5
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1
5
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1
5
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ThestringsÒhelloworldÓand Òworld wideÓcontain10 distinct5-
grams.Vectorv, asshown above, is expressedin termsof these10
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N-gramsandcontainsfor eachN-grama coefÞcient indicatingthe
frequency of thatparticularN-gramin thestring.

We cancalculatethemeasureof similarity ngramSimbetween
two documentvectorsusingthecosinesimilarity:

ngr amSim (o,p) =

P n
k =1 ok pkp P n

k =1 o2
k

p P n
k =1 p2

k

whereo andp aredocumentvectors;oi andpi arethecoefÞcients
of N-gram i of a documentvector and n is the total numberof
possibleN-grams.For example,if weapplythissimilarity measure
to the documentvectorsfor the stringsÒhello worldÓandÒworld
wideÓ,the result is 0.18 indicatingthat the two stringsaresome-
whatsimilar.

As with type clustering,we alsoneedto deÞnethe similarity
betweentwo clusters.For eachof theclusters,wecreateacompos-
ite documentvectorby summingall the documentvectorsof the
elementsof thecluster. Thesumof two documentvectorso andp
is anew vectors for whicheachof thecoefÞcientsis deÞnedas:

sk =

!
ok + pk : ok #= 0 $ pk #= 0
0 : otherwise

with 1 % k % n and n is the total numberof different N-
grams in vectorso and p. The similarity betweentwo clusters
is calculatedusing the ngr amSim function on their composite
documentvectors.

In the aspectmining techniquewe proposebasedon N-gram
clustering,the notion of N-gramsis usedto measurethe lexical
similarity betweenany two methodsin a legacy system.The N-
gramsarecreatedby analysingatokenisedversionof thebodyof a
method.Meaninglesstokenslike semi-colons,braces,parenthesis,
dots,. . .areignoredin this analysis.For this technique,we specify
noadditionalpre-or post-Þlters.

5.3 Treeclustering

Thenext similarity measurewe presentis treeclustering, which is
basedonthenotionof treeeditdistance[25]. As wasalsoidentiÞed
by otherauthors[6, 26], the implementationof cross-cuttingcon-
cernsis oftencharacterisedby ahighdegreeof structuralsimilarity
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send
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String

Message 
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Name

Variable
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String
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Figure 4. Theparsetreeof thedisplayBox() methods

betweenthemethodswhich implementtheconcern.Often,cross-
cutting concernsare implementedby piecesof codewhich differ
only slightly in the useof literals, variables,order of statements,
andsoon.

To illustratetheconceptof editdistanceconsiderthetwo strings
ÒkittenÓandÒsittingÓ.If wereplacetheÕkÕwith ÕsÕ,replacethelast
ÕeÕwith ÕiÕand adda ÕgÕto the end,we cantransformthe string
ÒkittenÓinto ÒsittingÓ.The numberof thesebasictransformations
(substitution,addition,deletion)necessaryto transformonestring
into anotheris calledtheLevenshteindistanceor editdistance.The
conceptof edit distancecan be generalisedto trees.In Þgure3,
we have illustrated the basicoperationswhich can be performed
on a tree.One nodea can either be replacedby anothernodeb
(substitution),canbeomittedfrom thetree(deletion) by replacing
it with the empty tree ! , or a new nodecanbe addedto the tree
(addition)by replacinganemptytree! with anew nodea. Without
going into detail abouthow the algorithmcalculatesthe distance
betweentwo trees,we specifythescoringfunctionwhich is at the
rootof thealgorithm:

" (a → b) =

8
>>><

>>>:

1 if a = ! (i nserti on)
1 if b = ! (delet ion)
else
1 if a "= b(subst itut ion)
0 if a = b (match)

This scoringfunction expressesthat all operationshave a weight
of 1; if two nodesmatch in a tree, this is considereda ÔfreeÕ
operation.In orderto calculatethesimilarity betweentwo clusters,
the similarity betweenthe derived treesof thosetwo clusters(i.e.
the most generaltree to which all treesin a cluster match) are
compared.

To apply this similarity measureto software,we Þrstparsethe
sourcecodeof the system.Next, we remove the literals from the
parsetree,sincewe areonly interestedin comparingthestructure
of themethods.For example,considerthefollowing two methods:

public void displayBox() {
this.willChange();
this.basicDisplayBox(origin, 5);

}

public void displayBox() {
this.willChange();
this.basicDisplayBox(origin);

}

Thesetwo methodsare identical except for the numberof argu-
mentswhicharepassedto thebasicDisplayBox message.A gen-
eralisedparsetreeof thesemethodsis shown in Þgure4.Thisparse
tree containsonly structuralinformation. All the namesof vari-
ables,all literals, etc. have beenremoved. The parsetree of the
two methodsis identical,except for the literal node(indicatedin
grey) which resultsfrom the extra argument (Ô5Õ)of the call to

basicDisplayBox in the Þrstmethod.The treeedit distancebe-
tweenthesetwo methodsis 1,which indicatesthattheirstructureis
very similar. Thereis oneoperationnecessary(thedeletionof the
grey literal node)to transformthe (generalised)parsetreeof the
Þrstmethodinto thatof thesecondone.

The clustersresultingfrom this similarity measurecontainthe
calling context of a cross-cuttingconcern,i.e. the locationsin the
codethroughoutwhichthecross-cuttingconcernis scatteredandin
which theconcernis tangledwith abaseconcernof thesystem.

5.4 Call clustering
Call clusteringis basedonthetechniqueproposedby Heet.al [15].
Much like thework of Krinke andBreu[3, 4, 20], their technique
is basedon theassumptionthatmethodswhich get calledtogether
recurrentlyare a good indicator for a cross-cuttingconcern.An
exampleof a cross-cuttingconcernthat is implementedusingsuch
a call patternis for instancethat every call to databasefacilities
is directly followedby a call to the logging facilities.Thegoalof
this similarity measureis to discover methodcross-cuttingwhich
implementsthis typeof cross-cuttingconcern.

Thistechniquetakesasinputall themethodsin thesystembeing
analysed,andresultsin a setof clusterseachrepresentinga cross-
cutting concern.At the basisof this techniqueis the mightCall
relationshipdeÞnedin Section4.1.MorespeciÞcally, thesimilarity
of two methodsis calculatedby theformulacallSim:

cal lSim (m1, m2) =
|cal lers(m1) ∩ cal lers(m2)|
|cal lers(m1) ∪ cal lers(m2)|

where cal lers(mi ) is the set of all methodswhich might call
methodmi . After the clustering,we areable to further Þlter the
results.The resultingclusterscontainsetsof methodswhich get
calledtogetheroften.If, in addition, we computethesetof (possi-
ble)callersof thesemethods,wecanimposeastricterdeÞnitionof
scatteringby requiringthatall thesecallersarehierarchicallydis-
tantfrom themethodsin thecluster. Similarly, wecanimplementa
strictertanglingÞlter.

Noticethesimilarity of this deÞnitionwith themeasureusedin
typeclustering.Intuitively, callSimexpressesthattwo methodsare
very similar if they botharecalledby thesamesetof methods.If
both methodsarecalledby exactly the samesetof methods,then
callSimequals1; if they have no commoncallers,callSimis 0. As
wasthecasefor thetypeSimfunction,wecangeneralisethecallSim
functionsothatit calculatesthesimilarity betweentwo clustersC1

andC2:

cal lSim (C1, C2) =
|cal lers(C1) ∩ cal lers(C2)|
|cal lers(C1) ∪ cal lers(C2)|

where
cal lers(Ci ) =

\

m ! C i

cal lers(m)

Wecanrestrictthesizeof theresultsetproducedby call cluster-
ing by specifyingadditionalpre-Þlters:beforewestarttheanalysis,
we Þlterout methodswhich getcalledfewer thantwo times,since
thesemethodscanobviously not participatein a recurringcall pat-
tern.

5.5 Name clustering
The last similarity measurewe discussis called nameclustering
and is basedon the work of Shepherdand Pollock [27]. In con-
trastto theothermeasureswe presented,this similarity measureis
usedto identify instancesof classcross-cuttingratherthanmethod
cross-cutting.The cross-cuttingconcernswe wish to identify us-
ing this similarity measurearenot recognisedbecausethey occur
in methodswhich containcodebelongingto bothcross-cuttingas
well asbaseconcerns.Instead,thecross-cuttingappearsattheclass
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betweenthemethodswhich implementtheconcern.Often,cross-
cutting concernsare implementedby piecesof codewhich differ
only slightly in the useof literals, variables,order of statements,
andsoon.

To illustratetheconceptof editdistanceconsiderthetwo strings
ÒkittenÓandÒsittingÓ.If wereplacetheÕkÕwith ÕsÕ,replacethelast
ÕeÕwith ÕiÕand adda ÕgÕto the end,we cantransformthe string
ÒkittenÓinto ÒsittingÓ.The numberof thesebasictransformations
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into anotheris calledtheLevenshteindistanceor editdistance.The
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(addition)by replacinganemptytree! with anew nodea. Without
going into detail abouthow the algorithmcalculatesthe distance
betweentwo trees,we specifythescoringfunctionwhich is at the
rootof thealgorithm:

" (a ! b) =

8
>>><

>>>:

1 if a = ! (i nserti on)
1 if b = ! (delet ion)
else
1 if a "= b (subst itut ion)
0 if a = b (match)

This scoringfunction expressesthat all operationshave a weight
of 1; if two nodesmatch in a tree, this is considereda ÔfreeÕ
operation.In orderto calculatethesimilarity betweentwo clusters,
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analysed,andresultsin a setof clusterseachrepresentinga cross-
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results.The resultingclusterscontainsetsof methodswhich get
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ble)callersof thesemethods,wecanimposeastricterdeÞnitionof
scatteringby requiringthatall thesecallersarehierarchicallydis-
tantfrom themethodsin thecluster. Similarly, wecanimplementa
strictertanglingÞlter.

Noticethesimilarity of this deÞnitionwith themeasureusedin
typeclustering.Intuitively, callSimexpressesthattwo methodsare
very similar if they botharecalledby thesamesetof methods.If
both methodsarecalledby exactly the samesetof methods,then
callSimequals1; if they have no commoncallers,callSimis 0. As
wasthecasefor thetypeSimfunction,wecangeneralisethecallSim
functionsothatit calculatesthesimilarity betweentwo clustersC1

andC2:
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|cal lers(C1) # cal lers(C2)|
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where
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Wecanrestrictthesizeof theresultsetproducedby call cluster-
ing by specifyingadditionalpre-Þlters:beforewestarttheanalysis,
we Þlterout methodswhich getcalledfewer thantwo times,since
thesemethodscanobviously not participatein a recurringcall pat-
tern.

5.5 Nameclustering

The last similarity measurewe discussis called nameclustering
and is basedon the work of Shepherdand Pollock [27]. In con-
trastto theothermeasureswe presented,this similarity measureis
usedto identify instancesof classcross-cuttingratherthanmethod
cross-cutting.The cross-cuttingconcernswe wish to identify us-
ing this similarity measurearenot recognisedbecausethey occur
in methodswhich containcodebelongingto bothcross-cuttingas
well asbaseconcerns.Instead,thecross-cuttingappearsattheclass
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Assumption: methods implementing cross-
cutting behaviour ar e similarly named

Interpretation Assumption
Typeclustering callingcontext similar types

N-gram clustering callingcontext lexical similarity
Treeclustering callingcontext structuralsimilarity
Call clustering cross-cuttingmethods recurringcall pattern

Nameclustering cross-cuttingmethods similar names

Table1. Summaryof theÞvesimilarity measures

level: theimplementingclasscontainsmethodsbelongingto multi-
pleconcerns.As wasalsoidentiÞedby Tourw«eandMens[32], such
cross-cuttingconcernsareoftencharacterisedby therigouroususe
of intention-revealingmethodnames.

To expressthe similarity betweentwo methodsbasedon their
name,weusethefollowing similarity functionnameSim:

nameSim(m1, m2) =


0 if substr ing s(m1, m2) = 0
1 ! 1

su bstr i ng s( m 1 ,m 2 ) otherwi se

Where substr ing s(m1, m2) calculatesthe accumulated length
of the relevant substringssharedby the namesof two methods.
To do this, the function substrings partitions its input by sepa-
rating the different keywords which appearin the nameof the
methods,basedon the capitalisationwhich is used.For instance,
the method name ÒmoveFigureByÓis partitioned in three key-
words: ÒmoveÓ,ÒÞgureÓand ÒbyÓ.Meaninglesskeywords like
ÒandÓ,ÒtheÓ,ÒaÓ,and so forth are discarded.To illustrate this
similarity measure,considertwo methodsnamedmoveFigureBy
and drawFigureOn. If we split up thesestrings in keywords,
they have onecommonkeyword namelyFigure. Thus,thevalue
of substr ing (moveFigureBy, drawFigureOn) would be 6, the
lengthof their sharedkeyword Figure. The valueof nameSim
for thesetwo methodswouldbe 5

6 .
Noticethatthis similarity measureis, contraryto theotherfour

measureswe presentedearlier, not normalised.While we set the
valueof nameSim to 0 if two methodnameshave no common
keywords,it cannever reach1, even if the two methodnamesare
equal.Instead,it will very closelyapproximate1. For thepurpose
of clusteranalysis,this neednot be a problem,as the similarity
measureis used to relatively comparetwo methods.Similarity
betweentwo clustersC1 andC2 is determinedby calculatingthe
accumulatedlengthof therelevantsubstringssharedby all strings
in eachof theclusters.

In section4.2 we alreadydiscussedthat we do not pre-Þlter
the input for instantiationsof our framework which minefor class
cross-cutting.As a result,thesizeof theoutputof nameclustering
tendsto be signiÞcantlylarger than for any of the other similar-
ity measureswepropose(seeSection6). To alleviatethisproblem,
we performextensive post-Þlteringin orderto restrictthenumber
of clusterswhich needto be inspectedmanuallyby a userof our
technique.A Þrstrequirementwe imposeof the resultingclusters
is thatthey containmethodswhicharescatteredthroughouttheim-
plementation.Therefore, clusterswhich containonly methodsim-
plementedbyclassesin thesameorcloselyrelatedclasshierarchies
aredroppedfrom theresultsof ourclusteranalysis.Moreover, clus-
tersarediscardedif theclasseswhichimplementthemethodsin the
clusterarelocal to only a singlecluster. Sinceeachclustershould
representa singleconcernin the system,andwe are looking for
classesin whichmultipleconcernsaretangled,methodsbelonging
to classeswhich implementasingleconcernarenotvalid instances
of classcross-cutting.

Summary

In this section we presentedthe Þve similarity measureswe have
usedto mine for aspectcandidatesusingclusteranalysis.Table1
summarisesthe Þve different instantiationsof our aspectmining

Method Class Pre Post
Typeclustering

!
Yes No

N-gram clustering
!

No No
Treeclustering

!
No No

Call clustering
!

Yes Yes
Nameclustering

!
No Yes

Table2. Somepropertiesof theÞvesimilarity measures

framework. We observe thattheclustersresultingfrom themining
processcanbeinterpretedin two ways:eitherthey form thecalling
context of a cross-cuttingconcern, or they capturethe actualim-
plementationof cross-cuttingbehaviour which is calledthroughout
thecode.Moreover, we indicatedfor eachof the differentsimilar-
ity measures,onwhichassumptionconcerningtheimplementation
of cross-cuttingconcernsin a legacy systemthey rely in orderto
discover such concerns.As shown in table 2, all techniquesex-
ceptnameclusteringmine for symptomsof methodcross-cutting.
On top of the pre-Þlteringbasedon scatteringand tangling,type
clusteringandcall clusteringprovide someadditional pre-Þltering
in orderto reducethe input of theclusteranalysis.Call clustering
and nameclusteringare the only techniqueswhich make useof
additionalpost-Þltering.Recall that, sincenameclusteringmines
for classcross-cutting andthuscannotmake useof our dedicated
pre-Þltersfor scatteringandtangling,weusedpost-Þltersdedicated
to classcross-cuttingto reducethesizeof theoutputproducedby
nameclustering.

6. Experiment
6.1 Set-up

In order to validateour work, we applied the Þve instantiations
of our framework to a signiÞcantpart of JHotDraw, a frame-
work for building graphicaleditors.More speciÞcally, we anal-
ysedtheapplet, application, contrib,figures, framework,
standard andutil packages,containingin total 2700methods.
We appliedeachof the techniquesasdescribedin Sections4 and
5, includingthepre-andpost-Þlteringsteps.After themining pro-
cess,we manuallywent throughthe resultingclustersin order to
identify valid aspectcandidates.Even thoughnot all cross-cutting
concernswhicharepresentin JHotDraw areproperlydocumented,
we still wantedto provide a qualitative assessmentof eachof the
similarity measureswe propose.To do this,we studiedotherwork
on aspectmining in which JHotDraw wasusedasa casestudy, in
addition to manuallyinspectingthe sourcecodeof JHotDraw, in
orderto have a betterideaof thecross-cutting concernspresentin
JHotDraw. It is with respectto thesemanuallyidentiÞedconcerns
thatwecomparedtheresultsof eachof theÞvesimilarity measures.

To comparetheresults,wemadeuseof thestatisticalproperties
of precision andrecall, whichwedeÞneas:

pr ecision =
number of clusters identifying crosscutting concerns

number of clusters produced

r ecall =
number of correctl y identiÞed crosscutti ng concerns

total number of known crosscutti ng concerns

Note that thesepropertiesarenot absoluteindicatorsof the pre-
cision and recall of eachof our techniques,but are relative with
respectto thesetof cross-cuttingconcernswewereawareof in the
casestudy.

6.2 Results

Table3 containsthe18cross-cuttingconcernswe identiÞedmanu-
ally. While someof thesecross-cuttingconcernsaretypical to the
domainof graphicaleditors,like for instanceUndo and Moving
which respectively implement making actionsin a drawing edi-
tor undoableandmoving Þguresaroundin an editor, the list also

moveFigureBy drawFigureOn
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# clust ers avg. clus t er size preci sion recall
T yp e 53 3 36% 30%
N-Gra m 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table 4. Stat istics about the results

Wi th the exception of nameclustering, all of the similarit y measuresreturn a
relatively small amount of results for JHotDraw. The N-gram and call clustering
return less than 40 results; type and tr ee clustering a bit more than 50 clus-
ters. This amount is su! cient ly small to make it feasible for a user to manually
browseall clusters in a reasonable amount of time. Especially because the aver-
agesize of the clusters is also rather small: most clusters contain a small number
of methods (between 3 and 7 on average). As a consequence,when inspecting
a cluster, the user does not need to browse a lot of methods. In the table we
also indicate the precision of our simil arit y measures. N-Gram, Tree and Call
clustering have a precision between 53 and 67%, meaning that more than half
of the clusters contain methods involved in a cross-cutti ng concern. The rest of
the clusters are false posit ives: (clusters having) methods that are reported by
our technique to be part of a cross-cutti ng concern, but after manual interpre-
tati on were identiÞed not to be. Due to the large number of clusters which were
reported by name clustering (a factor 5 to 7 more than for any of the other
techniques), the number of false positiv es for thi s technique was signiÞcantl y
larger, resulting in a much smaller precision. Our table also compares the rel-
ative recall of the di" erent clustering experiments we performed. This statistic
expresseswhich percentage of each of our 23 cross-cuttin g concernswas identi-
Þedby each individual clustering technique. Here, nameclustering scoreshighest
(60%). Primaril y due to the large number of results th is technique reports, it
does ident ify a large proportion of the known cross-cutt ing concerns.The re-
call of the other instantiat ions ranges between 30% and 52%. It is important to
note that, while all instantiation s wereable to Þnd a considerable portion of the
cross-cuttin g concerns, none of the techniqueswas able to Þnd them all. Since
each similarit y measurefocuseson recovering a di" erent kind of cross-cuttin g
concern (by looking for di" erent symptoms of cross-cutting) , the results were
quite complementary, with the notable exception of 4 concerns which none of
our instanti ations were able to detect .

6.3 Comparison with previous exp er imen ts

In their comparative paper, Ceccato et al. [27] provide a qualit ative comparison
of thr ee aspect mining techniques based on, respectiv ely, fan-in analysis, formal
concept analysis on identiÞers (identiÞer analysis) and formal concept analysis
on execution tr aces (dynamic analysis), using the JHotDr aw application as a
common benchmark. We extended their comparative table (Table 5) with the
results of our aspect mining approach basedon cluster analysis. Alth ough the
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Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
ErrorHandling 0 0 0 0 2
Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
Space 0 0 0 0 0

Table 3. 18 known concernsin JHotDraw and the number of
clustersrepresentingsuchaconcernfoundby eachtechnique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
InheritanceGap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concernsand the numberof clustersper
concern

containsa numberof well-known aspectslike Error Handling
and Persistence . We also seethat a numberof cross-cutting
concernsoriginatefrom the useof designpatterns,like Adapter ,
Singleton andVisitor . We will not detail the implementation
and extent of theseconcerns. For an elaboratedoverview of the
cross-cuttingconcernswe identiÞedin JHotDraw, wereferto [11].

For eachof theseconcerns,thetablealsoshows thenumberof
clustersÑ for eachoneof theÞve instantiationsof theframework
Ñ which wererelatedto thatconcern.Certainconcernslike Undo,
Observer andComposite arediscoveredfor all Þveinstantiations,
while Serialization , CommandandError Handling areonly
discoveredby nameclustering.Interestingly, CommandExecute,
CheckDamage, Singleton andSpacewerenotdiscoveredby any
of thesimilarity measureswepropose.

Next to the 18 concernswe have identiÞedmanually, inspect-
ing the resultsof the clusteranalysisalso revealed a numberof
additionalÒconcernsÓwhich we somehow missedwhile browsing
throughthe codeof JHotDraw. Theseconcernsareshown in Ta-
ble 4, togetherwith the numberof clusterseachtechniquefound
belongingto that concern.Duplication is not really a concern,
but groupsanumberof seeminglyunrelatedconcernscharacterised
by duplicatedcode. Condition Checking containsa numberof
instancesof if-statementswhich checksomeconditionsandwhich
couldbeturnedinto anaspect.Collections containsanumberof
instancesof theFactorydesignpatternwhichareusedto createdif-
ferenttypesof collections.Inheritance Gaprepresentsacollec-

# clusters avg. clustersize precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table5. Statisticsabouttheresults

tion of concernscontainingrefactoringopportunitiesfor a number
of methodswhichhave thesamenameandsimilar implementation
but whichdonotbelongto thesameclasshierarchy. Oneparticular
exampleof Inheritance Gapin JHotDraw is theimplementation
of gettingtheactiveview for a tool, which is implementedby iden-
tical methodsgetActiveView onhierarchicallyunrelatedclasses.
Finally, theConcurrency concerncontainstheimplementationof
somesynchronisationcodelike the lock methodandtheThread
class.Yet again, we refer to [11] for a detaileddiscussionof these
concerns.

Basedon these23 cross-cuttingconcerns,we computedsome
statisticsonthequalityof theresultsof ourtechniques.While these
statisticsmaynot besufÞcientto allow us to make generalclaims
aboutthe effectivenessof our approach,at leastthey allow us to
comparethe different similarity measuresin a quantitative way.
Thesestatisticsareshown in table5.

With theexceptionof nameclustering,all of thesimilarity mea-
suresreturna relatively smallamountof resultsfor JHotDraw. The
N-gramandcall clusteringreturnlessthan40results;typeandtree
clusteringa bit morethan50 clusters.This amountis sufÞciently
small to make it feasiblefor a userto manuallybrowseall clus-
ters in a reasonableamountof time. Especiallybecausethe aver-
agesizeof theclustersis alsorathersmall:mostclusterscontaina
smallnumberof methods(between3and7onaverage).Asaconse-
quence,wheninspecting acluster, theuserdoesnotneedto browse
a lot of methods.In thetable we alsoindicatetheprecisionof our
similarity measures.All techniques,exceptnameclustering,havea
precisionbetween53 and67%, meaningthatmorethanhalf of the
clusterscontainmethodsinvolved in a cross-cuttingconcern.The
rest of the clustersare falsepositives: (clustershaving) methods
thatarereportedby our techniqueto bepartof across-cuttingcon-
cern,but after manualinterpretationwereidentiÞednot to be.Due
to thelargenumberof clusterswhich werereportedby nameclus-
tering(afactor5 to 7 morethanfor any of theothertechniques),the
numberof falsepositivesfor thistechniquewassigniÞcantlylarger,
resultingin a muchsmallerprecision.Our tablealsocomparesthe
relativerecallof thedifferentclusteringexperimentsweperformed.
This statisticexpresseswhich percentageof eachof our 23 cross-
cuttingconcernswasidentiÞedby eachindividual clusteringtech-
nique.Here,nameclusteringscoreshighest(60%). Primarilydueto
thelargenumberof resultsthis techniquereports,it doesidentify a
largeproportionof theknown cross-cuttingconcerns.Therecallof
theotherinstantiationsrangesbetween30%and52%.It is impor-
tantto notethat,while all instantiationswereableto Þnda consid-
erableportionof thecross-cuttingconcerns,noneof thetechniques
wasableto Þndthemall. Sinceeachsimilarity measurefocuseson
recoveringadifferentkind of cross-cuttingconcern(by looking for
differentsymptomsof cross-cutting),the resultswerequite com-
plementary, with the notableexceptionof 4 concernswhich none
of our instantiationswereableto detect.

6.3 Comparisonwith previousexperiments

In their comparative paper, Ceccatoet al. [7] provide a qualita-
tive comparisonof threeaspectmining techniques basedon, re-
spectively, fan-in analysis, formal conceptanalysison identiÞers
(identiÞeranalysis)andformalconceptanalysisonexecutiontraces
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Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
ErrorHandling 0 0 0 0 2
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Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
Space 0 0 0 0 0

Table 3. 18 known concernsin JHotDraw and the number of
clustersrepresentingsuchaconcernfoundby eachtechnique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
InheritanceGap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concernsand the numberof clustersper
concern

containsa numberof well-known aspectslike Error Handling
and Persistence . We also seethat a numberof cross-cutting
concernsoriginatefrom the useof designpatterns,like Adapter ,
Singleton andVisitor . We will not detail the implementation
and extent of theseconcerns. For an elaboratedoverview of the
cross-cuttingconcernswe identiÞedin JHotDraw, wereferto [11].

For eachof theseconcerns,thetablealsoshows thenumberof
clustersÑ for eachoneof theÞve instantiationsof theframework
Ñ which wererelatedto thatconcern.Certainconcernslike Undo,
Observer andComposite arediscoveredfor all Þveinstantiations,
while Serialization , CommandandError Handling areonly
discoveredby nameclustering.Interestingly, CommandExecute,
CheckDamage, Singleton andSpacewerenotdiscoveredby any
of thesimilarity measureswepropose.

Next to the 18 concernswe have identiÞedmanually, inspect-
ing the resultsof the clusteranalysisalso revealed a numberof
additionalÒconcernsÓwhich we somehow missedwhile browsing
throughthe codeof JHotDraw. Theseconcernsareshown in Ta-
ble 4, togetherwith the numberof clusterseachtechniquefound
belongingto that concern.Duplication is not really a concern,
but groupsanumberof seeminglyunrelatedconcernscharacterised
by duplicatedcode. Condition Checking containsa numberof
instancesof if-statementswhich checksomeconditionsandwhich
couldbeturnedinto anaspect.Collections containsanumberof
instancesof theFactorydesignpatternwhichareusedto createdif-
ferenttypesof collections.Inheritance Gaprepresentsacollec-

# clusters avg. clustersize precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table5. Statisticsabouttheresults
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exampleof Inheritance Gapin JHotDraw is theimplementation
of gettingtheactiveview for a tool, which is implementedby iden-
tical methodsgetActiveView onhierarchicallyunrelatedclasses.
Finally, theConcurrency concerncontainstheimplementationof
somesynchronisationcodelike the lock methodandtheThread
class.Yet again, we refer to [11] for a detaileddiscussionof these
concerns.

Basedon these23 cross-cuttingconcerns,we computedsome
statisticsonthequalityof theresultsof ourtechniques.While these
statisticsmaynot besufÞcientto allow us to make generalclaims
aboutthe effectivenessof our approach,at leastthey allow us to
comparethe different similarity measuresin a quantitative way.
Thesestatisticsareshown in table5.

With theexceptionof nameclustering,all of thesimilarity mea-
suresreturna relatively smallamountof resultsfor JHotDraw. The
N-gramandcall clusteringreturnlessthan40results;typeandtree
clusteringa bit morethan50 clusters.This amountis sufÞciently
small to make it feasiblefor a userto manuallybrowseall clus-
ters in a reasonableamountof time. Especiallybecausethe aver-
agesizeof theclustersis alsorathersmall:mostclusterscontaina
smallnumberof methods(between3and7onaverage).Asaconse-
quence,wheninspecting acluster, theuserdoesnotneedto browse
a lot of methods.In thetable we alsoindicatetheprecisionof our
similarity measures.All techniques,exceptnameclustering,havea
precisionbetween53 and67%, meaningthatmorethanhalf of the
clusterscontainmethodsinvolved in a cross-cuttingconcern.The
rest of the clustersare falsepositives: (clustershaving) methods
thatarereportedby our techniqueto bepartof across-cuttingcon-
cern,but after manualinterpretationwereidentiÞednot to be.Due
to thelargenumberof clusterswhich werereportedby nameclus-
tering(afactor5 to 7 morethanfor any of theothertechniques),the
numberof falsepositivesfor thistechniquewassigniÞcantlylarger,
resultingin a muchsmallerprecision.Our tablealsocomparesthe
relativerecallof thedifferentclusteringexperimentsweperformed.
This statisticexpresseswhich percentageof eachof our 23 cross-
cuttingconcernswasidentiÞedby eachindividual clusteringtech-
nique.Here,nameclusteringscoreshighest(60%). Primarilydueto
thelargenumberof resultsthis techniquereports,it doesidentify a
largeproportionof theknown cross-cuttingconcerns.Therecallof
theotherinstantiationsrangesbetween30%and52%.It is impor-
tantto notethat,while all instantiationswereableto Þnda consid-
erableportionof thecross-cuttingconcerns,noneof thetechniques
wasableto Þndthemall. Sinceeachsimilarity measurefocuseson
recoveringadifferentkind of cross-cuttingconcern(by looking for
differentsymptomsof cross-cutting),the resultswerequite com-
plementary, with the notableexceptionof 4 concernswhich none
of our instantiationswereableto detect.

6.3 Comparisonwith previousexperiments

In their comparative paper, Ceccatoet al. [7] provide a qualita-
tive comparisonof threeaspectmining techniques basedon, re-
spectively, fan-in analysis, formal conceptanalysison identiÞers
(identiÞeranalysis)andformalconceptanalysisonexecutiontraces

Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
Error Handling 0 0 0 0 2
Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
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Table 3. 18 known concerns in JHotDraw and the number of
clusters representing such a concern found by each technique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
Inheritance Gap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concerns and the number of clusters per
concern

contains a number of well-known aspects like Error Handling
and Persistence. We also see that a number of cross-cutting
concerns originate from the use of design patterns, like Adapter,
Singleton and Visitor. We will not detail the implementation
and extent of these concerns. For an elaborated overview of the
cross-cutting concerns we identified in JHotDraw, we refer to [11].

For each of these concerns, the table also shows the number of
clusters — for each one of the five instantiations of the framework
— which were related to that concern. Certain concerns like Undo,
Observer and Composite are discovered for all five instantiations,
while Serialization, Command and Error Handling are only
discovered by name clustering. Interestingly, Command Execute,
CheckDamage, Singleton and Space were not discovered by any
of the similarity measures we propose.

Next to the 18 concerns we have identified manually, inspect-
ing the results of the cluster analysis also revealed a number of
additional “concerns” which we somehow missed while browsing
through the code of JHotDraw. These concerns are shown in Ta-
ble 4, together with the number of clusters each technique found
belonging to that concern. Duplication is not really a concern,
but groups a number of seemingly unrelated concerns characterised
by duplicated code. Condition Checking contains a number of
instances of if-statements which check some conditions and which
could be turned into an aspect. Collections contains a number of
instances of the Factory design pattern which are used to create dif-
ferent types of collections. Inheritance Gap represents a collec-

# clusters avg. cluster size precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table 5. Statistics about the results

tion of concerns containing refactoring opportunities for a number
of methods which have the same name and similar implementation
but which do not belong to the same class hierarchy. One particular
example of Inheritance Gap in JHotDraw is the implementation
of getting the active view for a tool, which is implemented by iden-
tical methods getActiveView on hierarchically unrelated classes.
Finally, the Concurrency concern contains the implementation of
some synchronisation code like the lock method and the Thread
class. Yet again, we refer to [11] for a detailed discussion of these
concerns.

Based on these 23 cross-cutting concerns, we computed some
statistics on the quality of the results of our techniques. While these
statistics may not be sufficient to allow us to make general claims
about the effectiveness of our approach, at least they allow us to
compare the different similarity measures in a quantitative way.
These statistics are shown in table 5.

With the exception of name clustering, all of the similarity mea-
sures return a relatively small amount of results for JHotDraw. The
N-gram and call clustering return less than 40 results; type and tree
clustering a bit more than 50 clusters. This amount is sufficiently
small to make it feasible for a user to manually browse all clus-
ters in a reasonable amount of time. Especially because the aver-
age size of the clusters is also rather small: most clusters contain a
small number of methods (between 3 and 7 on average). As a conse-
quence, when inspecting a cluster, the user does not need to browse
a lot of methods. In the table we also indicate the precision of our
similarity measures. All techniques, except name clustering, have a
precision between 53 and 67%, meaning that more than half of the
clusters contain methods involved in a cross-cutting concern. The
rest of the clusters are false positives: (clusters having) methods
that are reported by our technique to be part of a cross-cutting con-
cern, but after manual interpretation were identified not to be. Due
to the large number of clusters which were reported by name clus-
tering (a factor 5 to 7 more than for any of the other techniques), the
number of false positives for this technique was significantly larger,
resulting in a much smaller precision. Our table also compares the
relative recall of the different clustering experiments we performed.
This statistic expresses which percentage of each of our 23 cross-
cutting concerns was identified by each individual clustering tech-
nique. Here, name clustering scores highest (60%). Primarily due to
the large number of results this technique reports, it does identify a
large proportion of the known cross-cutting concerns. The recall of
the other instantiations ranges between 30% and 52%. It is impor-
tant to note that, while all instantiations were able to find a consid-
erable portion of the cross-cutting concerns, none of the techniques
was able to find them all. Since each similarity measure focuses on
recovering a different kind of cross-cutting concern (by looking for
different symptoms of cross-cutting), the results were quite com-
plementary, with the notable exception of 4 concerns which none
of our instantiations were able to detect.

6.3 Comparison with previous experiments
In their comparative paper, Ceccato et al. [7] provide a qualita-
tive comparison of three aspect mining techniques based on, re-
spectively, fan-in analysis, formal concept analysis on identifiers
(identifier analysis) and formal concept analysis on execution traces
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Singleton andVisitor . We will not detail the implementation
and extent of theseconcerns. For an elaboratedoverview of the
cross-cuttingconcernswe identiÞedin JHotDraw, wereferto [11].

For eachof theseconcerns,thetablealsoshows thenumberof
clustersÑ for eachoneof theÞve instantiationsof theframework
Ñ which wererelatedto thatconcern.Certainconcernslike Undo,
Observer andComposite arediscoveredfor all Þveinstantiations,
while Serialization , CommandandError Handling areonly
discoveredby nameclustering.Interestingly, CommandExecute,
CheckDamage, Singleton andSpacewerenotdiscoveredby any
of thesimilarity measureswepropose.

Next to the 18 concernswe have identiÞedmanually, inspect-
ing the resultsof the clusteranalysisalso revealed a numberof
additionalÒconcernsÓwhich we somehow missedwhile browsing
throughthe codeof JHotDraw. Theseconcernsareshown in Ta-
ble 4, togetherwith the numberof clusterseachtechniquefound
belongingto that concern.Duplication is not really a concern,
but groupsanumberof seeminglyunrelatedconcernscharacterised
by duplicatedcode. Condition Checking containsa numberof
instancesof if-statementswhich checksomeconditionsandwhich
couldbeturnedinto anaspect.Collections containsanumberof
instancesof theFactorydesignpatternwhichareusedto createdif-
ferenttypesof collections.Inheritance Gaprepresentsacollec-
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Call 36 5 67% 43%
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tion of concernscontainingrefactoringopportunitiesfor a number
of methodswhichhave thesamenameandsimilar implementation
but whichdonotbelongto thesameclasshierarchy. Oneparticular
exampleof Inheritance Gapin JHotDraw is theimplementation
of gettingtheactiveview for a tool, which is implementedby iden-
tical methodsgetActiveView onhierarchicallyunrelatedclasses.
Finally, theConcurrency concerncontainstheimplementationof
somesynchronisationcodelike the lock methodandtheThread
class.Yet again, we refer to [11] for a detaileddiscussionof these
concerns.

Basedon these23 cross-cuttingconcerns,we computedsome
statisticsonthequalityof theresultsof ourtechniques.While these
statisticsmaynot besufÞcientto allow us to make generalclaims
aboutthe effectivenessof our approach,at leastthey allow us to
comparethe different similarity measuresin a quantitative way.
Thesestatisticsareshown in table5.

With theexceptionof nameclustering,all of thesimilarity mea-
suresreturna relatively smallamountof resultsfor JHotDraw. The
N-gramandcall clusteringreturnlessthan40results;typeandtree
clusteringa bit morethan50 clusters.This amountis sufÞciently
small to make it feasiblefor a userto manuallybrowseall clus-
ters in a reasonableamountof time. Especiallybecausethe aver-
agesizeof theclustersis alsorathersmall:mostclusterscontaina
smallnumberof methods(between3and7onaverage).Asaconse-
quence,wheninspecting acluster, theuserdoesnotneedto browse
a lot of methods.In thetable we alsoindicatetheprecisionof our
similarity measures.All techniques,exceptnameclustering,havea
precisionbetween53 and67%, meaningthatmorethanhalf of the
clusterscontainmethodsinvolved in a cross-cuttingconcern.The
rest of the clustersare falsepositives: (clustershaving) methods
thatarereportedby our techniqueto bepartof across-cuttingcon-
cern,but after manualinterpretationwereidentiÞednot to be.Due
to thelargenumberof clusterswhich werereportedby nameclus-
tering(afactor5 to 7 morethanfor any of theothertechniques),the
numberof falsepositivesfor thistechniquewassigniÞcantlylarger,
resultingin a muchsmallerprecision.Our tablealsocomparesthe
relativerecallof thedifferentclusteringexperimentsweperformed.
This statisticexpresseswhich percentageof eachof our 23 cross-
cuttingconcernswasidentiÞedby eachindividual clusteringtech-
nique.Here,nameclusteringscoreshighest(60%). Primarilydueto
thelargenumberof resultsthis techniquereports,it doesidentify a
largeproportionof theknown cross-cuttingconcerns.Therecallof
theotherinstantiationsrangesbetween30%and52%.It is impor-
tantto notethat,while all instantiationswereableto Þnda consid-
erableportionof thecross-cuttingconcerns,noneof thetechniques
wasableto Þndthemall. Sinceeachsimilarity measurefocuseson
recoveringadifferentkind of cross-cuttingconcern(by looking for
differentsymptomsof cross-cutting),the resultswerequite com-
plementary, with the notableexceptionof 4 concernswhich none
of our instantiationswereableto detect.

6.3 Comparisonwith previousexperiments

In their comparative paper, Ceccatoet al. [7] provide a qualita-
tive comparisonof threeaspectmining techniques basedon, re-
spectively, fan-in analysis, formal conceptanalysison identiÞers
(identiÞeranalysis)andformalconceptanalysisonexecutiontraces

Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
Error Handling 0 0 0 0 2
Singleton 0 0 0 0 0
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Serialization 0 0 0 0 1
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Drawing/
Moving 0 0 1 0 3
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Execute 0 0 0 0 0
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Table 3. 18 known concerns in JHotDraw and the number of
clusters representing such a concern found by each technique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
Inheritance Gap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concerns and the number of clusters per
concern

contains a number of well-known aspects like Error Handling
and Persistence. We also see that a number of cross-cutting
concerns originate from the use of design patterns, like Adapter,
Singleton and Visitor. We will not detail the implementation
and extent of these concerns. For an elaborated overview of the
cross-cutting concerns we identified in JHotDraw, we refer to [11].

For each of these concerns, the table also shows the number of
clusters — for each one of the five instantiations of the framework
— which were related to that concern. Certain concerns like Undo,
Observer and Composite are discovered for all five instantiations,
while Serialization, Command and Error Handling are only
discovered by name clustering. Interestingly, Command Execute,
CheckDamage, Singleton and Space were not discovered by any
of the similarity measures we propose.

Next to the 18 concerns we have identified manually, inspect-
ing the results of the cluster analysis also revealed a number of
additional “concerns” which we somehow missed while browsing
through the code of JHotDraw. These concerns are shown in Ta-
ble 4, together with the number of clusters each technique found
belonging to that concern. Duplication is not really a concern,
but groups a number of seemingly unrelated concerns characterised
by duplicated code. Condition Checking contains a number of
instances of if-statements which check some conditions and which
could be turned into an aspect. Collections contains a number of
instances of the Factory design pattern which are used to create dif-
ferent types of collections. Inheritance Gap represents a collec-
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Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table 5. Statistics about the results

tion of concerns containing refactoring opportunities for a number
of methods which have the same name and similar implementation
but which do not belong to the same class hierarchy. One particular
example of Inheritance Gap in JHotDraw is the implementation
of getting the active view for a tool, which is implemented by iden-
tical methods getActiveView on hierarchically unrelated classes.
Finally, the Concurrency concern contains the implementation of
some synchronisation code like the lock method and the Thread
class. Yet again, we refer to [11] for a detailed discussion of these
concerns.

Based on these 23 cross-cutting concerns, we computed some
statistics on the quality of the results of our techniques. While these
statistics may not be sufficient to allow us to make general claims
about the effectiveness of our approach, at least they allow us to
compare the different similarity measures in a quantitative way.
These statistics are shown in table 5.

With the exception of name clustering, all of the similarity mea-
sures return a relatively small amount of results for JHotDraw. The
N-gram and call clustering return less than 40 results; type and tree
clustering a bit more than 50 clusters. This amount is sufficiently
small to make it feasible for a user to manually browse all clus-
ters in a reasonable amount of time. Especially because the aver-
age size of the clusters is also rather small: most clusters contain a
small number of methods (between 3 and 7 on average). As a conse-
quence, when inspecting a cluster, the user does not need to browse
a lot of methods. In the table we also indicate the precision of our
similarity measures. All techniques, except name clustering, have a
precision between 53 and 67%, meaning that more than half of the
clusters contain methods involved in a cross-cutting concern. The
rest of the clusters are false positives: (clusters having) methods
that are reported by our technique to be part of a cross-cutting con-
cern, but after manual interpretation were identified not to be. Due
to the large number of clusters which were reported by name clus-
tering (a factor 5 to 7 more than for any of the other techniques), the
number of false positives for this technique was significantly larger,
resulting in a much smaller precision. Our table also compares the
relative recall of the different clustering experiments we performed.
This statistic expresses which percentage of each of our 23 cross-
cutting concerns was identified by each individual clustering tech-
nique. Here, name clustering scores highest (60%). Primarily due to
the large number of results this technique reports, it does identify a
large proportion of the known cross-cutting concerns. The recall of
the other instantiations ranges between 30% and 52%. It is impor-
tant to note that, while all instantiations were able to find a consid-
erable portion of the cross-cutting concerns, none of the techniques
was able to find them all. Since each similarity measure focuses on
recovering a different kind of cross-cutting concern (by looking for
different symptoms of cross-cutting), the results were quite com-
plementary, with the notable exception of 4 concerns which none
of our instantiations were able to detect.

6.3 Comparison with previous experiments
In their comparative paper, Ceccato et al. [7] provide a qualita-
tive comparison of three aspect mining techniques based on, re-
spectively, fan-in analysis, formal concept analysis on identifiers
(identifier analysis) and formal concept analysis on execution traces
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Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
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Concurrency 0 0 0 0 5
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containsa numberof well-known aspectslike Error Handling
and Persistence . We also seethat a numberof cross-cutting
concernsoriginatefrom the useof designpatterns,like Adapter ,
Singleton andVisitor . We will not detail the implementation
and extent of theseconcerns. For an elaboratedoverview of the
cross-cuttingconcernswe identiÞedin JHotDraw, wereferto [11].

For eachof theseconcerns,thetablealsoshows thenumberof
clustersÑ for eachoneof theÞve instantiationsof theframework
Ñ which wererelatedto thatconcern.Certainconcernslike Undo,
Observer andComposite arediscoveredfor all Þveinstantiations,
while Serialization , CommandandError Handling areonly
discoveredby nameclustering.Interestingly, CommandExecute,
CheckDamage, Singleton andSpacewerenotdiscoveredby any
of thesimilarity measureswepropose.

Next to the 18 concernswe have identiÞedmanually, inspect-
ing the resultsof the clusteranalysisalso revealed a numberof
additionalÒconcernsÓwhich we somehow missedwhile browsing
throughthe codeof JHotDraw. Theseconcernsareshown in Ta-
ble 4, togetherwith the numberof clusterseachtechniquefound
belongingto that concern.Duplication is not really a concern,
but groupsanumberof seeminglyunrelatedconcernscharacterised
by duplicatedcode. Condition Checking containsa numberof
instancesof if-statementswhich checksomeconditionsandwhich
couldbeturnedinto anaspect.Collections containsanumberof
instancesof theFactorydesignpatternwhichareusedto createdif-
ferenttypesof collections.Inheritance Gaprepresentsacollec-
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of methodswhichhave thesamenameandsimilar implementation
but whichdonotbelongto thesameclasshierarchy. Oneparticular
exampleof Inheritance Gapin JHotDraw is theimplementation
of gettingtheactiveview for a tool, which is implementedby iden-
tical methodsgetActiveView onhierarchicallyunrelatedclasses.
Finally, theConcurrency concerncontainstheimplementationof
somesynchronisationcodelike the lock methodandtheThread
class.Yet again, we refer to [11] for a detaileddiscussionof these
concerns.

Basedon these23 cross-cuttingconcerns,we computedsome
statisticsonthequalityof theresultsof ourtechniques.While these
statisticsmaynot besufÞcientto allow us to make generalclaims
aboutthe effectivenessof our approach,at leastthey allow us to
comparethe different similarity measuresin a quantitative way.
Thesestatisticsareshown in table5.

With theexceptionof nameclustering,all of thesimilarity mea-
suresreturna relatively smallamountof resultsfor JHotDraw. The
N-gramandcall clusteringreturnlessthan40results;typeandtree
clusteringa bit morethan50 clusters.This amountis sufÞciently
small to make it feasiblefor a userto manuallybrowseall clus-
ters in a reasonableamountof time. Especiallybecausethe aver-
agesizeof theclustersis alsorathersmall:mostclusterscontaina
smallnumberof methods(between3and7onaverage).Asaconse-
quence,wheninspecting acluster, theuserdoesnotneedto browse
a lot of methods.In thetable we alsoindicatetheprecisionof our
similarity measures.All techniques,exceptnameclustering,havea
precisionbetween53 and67%, meaningthatmorethanhalf of the
clusterscontainmethodsinvolved in a cross-cuttingconcern.The
rest of the clustersare falsepositives: (clustershaving) methods
thatarereportedby our techniqueto bepartof across-cuttingcon-
cern,but after manualinterpretationwereidentiÞednot to be.Due
to thelargenumberof clusterswhich werereportedby nameclus-
tering(afactor5 to 7 morethanfor any of theothertechniques),the
numberof falsepositivesfor thistechniquewassigniÞcantlylarger,
resultingin a muchsmallerprecision.Our tablealsocomparesthe
relativerecallof thedifferentclusteringexperimentsweperformed.
This statisticexpresseswhich percentageof eachof our 23 cross-
cuttingconcernswasidentiÞedby eachindividual clusteringtech-
nique.Here,nameclusteringscoreshighest(60%). Primarilydueto
thelargenumberof resultsthis techniquereports,it doesidentify a
largeproportionof theknown cross-cuttingconcerns.Therecallof
theotherinstantiationsrangesbetween30%and52%.It is impor-
tantto notethat,while all instantiationswereableto Þnda consid-
erableportionof thecross-cuttingconcerns,noneof thetechniques
wasableto Þndthemall. Sinceeachsimilarity measurefocuseson
recoveringadifferentkind of cross-cuttingconcern(by looking for
differentsymptomsof cross-cutting),the resultswerequite com-
plementary, with the notableexceptionof 4 concernswhich none
of our instantiationswereableto detect.

6.3 Comparisonwith previousexperiments

In their comparative paper, Ceccatoet al. [7] provide a qualita-
tive comparisonof threeaspectmining techniques basedon, re-
spectively, fan-in analysis, formal conceptanalysison identiÞers
(identiÞeranalysis)andformalconceptanalysisonexecutiontraces

Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
Error Handling 0 0 0 0 2
Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
Space 0 0 0 0 0

Table 3. 18 known concerns in JHotDraw and the number of
clusters representing such a concern found by each technique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
Inheritance Gap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concerns and the number of clusters per
concern

contains a number of well-known aspects like Error Handling
and Persistence. We also see that a number of cross-cutting
concerns originate from the use of design patterns, like Adapter,
Singleton and Visitor. We will not detail the implementation
and extent of these concerns. For an elaborated overview of the
cross-cutting concerns we identified in JHotDraw, we refer to [11].

For each of these concerns, the table also shows the number of
clusters — for each one of the five instantiations of the framework
— which were related to that concern. Certain concerns like Undo,
Observer and Composite are discovered for all five instantiations,
while Serialization, Command and Error Handling are only
discovered by name clustering. Interestingly, Command Execute,
CheckDamage, Singleton and Space were not discovered by any
of the similarity measures we propose.

Next to the 18 concerns we have identified manually, inspect-
ing the results of the cluster analysis also revealed a number of
additional “concerns” which we somehow missed while browsing
through the code of JHotDraw. These concerns are shown in Ta-
ble 4, together with the number of clusters each technique found
belonging to that concern. Duplication is not really a concern,
but groups a number of seemingly unrelated concerns characterised
by duplicated code. Condition Checking contains a number of
instances of if-statements which check some conditions and which
could be turned into an aspect. Collections contains a number of
instances of the Factory design pattern which are used to create dif-
ferent types of collections. Inheritance Gap represents a collec-

# clusters avg. cluster size precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table 5. Statistics about the results

tion of concerns containing refactoring opportunities for a number
of methods which have the same name and similar implementation
but which do not belong to the same class hierarchy. One particular
example of Inheritance Gap in JHotDraw is the implementation
of getting the active view for a tool, which is implemented by iden-
tical methods getActiveView on hierarchically unrelated classes.
Finally, the Concurrency concern contains the implementation of
some synchronisation code like the lock method and the Thread
class. Yet again, we refer to [11] for a detailed discussion of these
concerns.

Based on these 23 cross-cutting concerns, we computed some
statistics on the quality of the results of our techniques. While these
statistics may not be sufficient to allow us to make general claims
about the effectiveness of our approach, at least they allow us to
compare the different similarity measures in a quantitative way.
These statistics are shown in table 5.

With the exception of name clustering, all of the similarity mea-
sures return a relatively small amount of results for JHotDraw. The
N-gram and call clustering return less than 40 results; type and tree
clustering a bit more than 50 clusters. This amount is sufficiently
small to make it feasible for a user to manually browse all clus-
ters in a reasonable amount of time. Especially because the aver-
age size of the clusters is also rather small: most clusters contain a
small number of methods (between 3 and 7 on average). As a conse-
quence, when inspecting a cluster, the user does not need to browse
a lot of methods. In the table we also indicate the precision of our
similarity measures. All techniques, except name clustering, have a
precision between 53 and 67%, meaning that more than half of the
clusters contain methods involved in a cross-cutting concern. The
rest of the clusters are false positives: (clusters having) methods
that are reported by our technique to be part of a cross-cutting con-
cern, but after manual interpretation were identified not to be. Due
to the large number of clusters which were reported by name clus-
tering (a factor 5 to 7 more than for any of the other techniques), the
number of false positives for this technique was significantly larger,
resulting in a much smaller precision. Our table also compares the
relative recall of the different clustering experiments we performed.
This statistic expresses which percentage of each of our 23 cross-
cutting concerns was identified by each individual clustering tech-
nique. Here, name clustering scores highest (60%). Primarily due to
the large number of results this technique reports, it does identify a
large proportion of the known cross-cutting concerns. The recall of
the other instantiations ranges between 30% and 52%. It is impor-
tant to note that, while all instantiations were able to find a consid-
erable portion of the cross-cutting concerns, none of the techniques
was able to find them all. Since each similarity measure focuses on
recovering a different kind of cross-cutting concern (by looking for
different symptoms of cross-cutting), the results were quite com-
plementary, with the notable exception of 4 concerns which none
of our instantiations were able to detect.

6.3 Comparison with previous experiments
In their comparative paper, Ceccato et al. [7] provide a qualita-
tive comparison of three aspect mining techniques based on, re-
spectively, fan-in analysis, formal concept analysis on identifiers
(identifier analysis) and formal concept analysis on execution traces
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Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
ErrorHandling 0 0 0 0 2
Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
Space 0 0 0 0 0

Table 3. 18 known concernsin JHotDraw and the number of
clustersrepresentingsuchaconcernfoundby eachtechnique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
InheritanceGap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concernsand the numberof clustersper
concern

containsa numberof well-known aspectslike Error Handling
and Persistence . We also seethat a numberof cross-cutting
concernsoriginatefrom the useof designpatterns,like Adapter ,
Singleton andVisitor . We will not detail the implementation
and extent of theseconcerns. For an elaboratedoverview of the
cross-cuttingconcernswe identiÞedin JHotDraw, wereferto [11].

For eachof theseconcerns,thetablealsoshows thenumberof
clustersÑ for eachoneof theÞve instantiationsof theframework
Ñ which wererelatedto thatconcern.Certainconcernslike Undo,
Observer andComposite arediscoveredfor all Þveinstantiations,
while Serialization , CommandandError Handling areonly
discoveredby nameclustering.Interestingly, CommandExecute,
CheckDamage, Singleton andSpacewerenotdiscoveredby any
of thesimilarity measureswepropose.

Next to the 18 concernswe have identiÞedmanually, inspect-
ing the resultsof the clusteranalysisalso revealed a numberof
additionalÒconcernsÓwhich we somehow missedwhile browsing
throughthe codeof JHotDraw. Theseconcernsareshown in Ta-
ble 4, togetherwith the numberof clusterseachtechniquefound
belongingto that concern.Duplication is not really a concern,
but groupsanumberof seeminglyunrelatedconcernscharacterised
by duplicatedcode. Condition Checking containsa numberof
instancesof if-statementswhich checksomeconditionsandwhich
couldbeturnedinto anaspect.Collections containsanumberof
instancesof theFactorydesignpatternwhichareusedto createdif-
ferenttypesof collections.Inheritance Gaprepresentsacollec-

# clusters avg. clustersize precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table5. Statisticsabouttheresults

tion of concernscontainingrefactoringopportunitiesfor a number
of methodswhichhave thesamenameandsimilar implementation
but whichdonotbelongto thesameclasshierarchy. Oneparticular
exampleof Inheritance Gapin JHotDraw is theimplementation
of gettingtheactiveview for a tool, which is implementedby iden-
tical methodsgetActiveView onhierarchicallyunrelatedclasses.
Finally, theConcurrency concerncontainstheimplementationof
somesynchronisationcodelike the lock methodandtheThread
class.Yet again, we refer to [11] for a detaileddiscussionof these
concerns.

Basedon these23 cross-cuttingconcerns,we computedsome
statisticsonthequalityof theresultsof ourtechniques.While these
statisticsmaynot besufÞcientto allow us to make generalclaims
aboutthe effectivenessof our approach,at leastthey allow us to
comparethe different similarity measuresin a quantitative way.
Thesestatisticsareshown in table5.

With theexceptionof nameclustering,all of thesimilarity mea-
suresreturna relatively smallamountof resultsfor JHotDraw. The
N-gramandcall clusteringreturnlessthan40results;typeandtree
clusteringa bit morethan50 clusters.This amountis sufÞciently
small to make it feasiblefor a userto manuallybrowseall clus-
ters in a reasonableamountof time. Especiallybecausethe aver-
agesizeof theclustersis alsorathersmall:mostclusterscontaina
smallnumberof methods(between3and7onaverage).Asaconse-
quence,wheninspecting acluster, theuserdoesnotneedto browse
a lot of methods.In thetable we alsoindicatetheprecisionof our
similarity measures.All techniques,exceptnameclustering,havea
precisionbetween53 and67%, meaningthatmorethanhalf of the
clusterscontainmethodsinvolved in a cross-cuttingconcern.The
rest of the clustersare falsepositives: (clustershaving) methods
thatarereportedby our techniqueto bepartof across-cuttingcon-
cern,but after manualinterpretationwereidentiÞednot to be.Due
to thelargenumberof clusterswhich werereportedby nameclus-
tering(afactor5 to 7 morethanfor any of theothertechniques),the
numberof falsepositivesfor thistechniquewassigniÞcantlylarger,
resultingin a muchsmallerprecision.Our tablealsocomparesthe
relativerecallof thedifferentclusteringexperimentsweperformed.
This statisticexpresseswhich percentageof eachof our 23 cross-
cuttingconcernswasidentiÞedby eachindividual clusteringtech-
nique.Here,nameclusteringscoreshighest(60%). Primarilydueto
thelargenumberof resultsthis techniquereports,it doesidentify a
largeproportionof theknown cross-cuttingconcerns.Therecallof
theotherinstantiationsrangesbetween30%and52%.It is impor-
tantto notethat,while all instantiationswereableto Þnda consid-
erableportionof thecross-cuttingconcerns,noneof thetechniques
wasableto Þndthemall. Sinceeachsimilarity measurefocuseson
recoveringadifferentkind of cross-cuttingconcern(by looking for
differentsymptomsof cross-cutting),the resultswerequite com-
plementary, with the notableexceptionof 4 concernswhich none
of our instantiationswereableto detect.

6.3 Comparisonwith previousexperiments

In their comparative paper, Ceccatoet al. [7] provide a qualita-
tive comparisonof threeaspectmining techniques basedon, re-
spectively, fan-in analysis, formal conceptanalysison identiÞers
(identiÞeranalysis)andformalconceptanalysisonexecutiontraces

Concern Type N-Gram Tree Call Name
Undo 8 1 3 8 10
Observer 3 2 3 3 14
Decorator 0 4 3 0 0
Adapter 1 3 0 4 1
Visitor 0 1 2 0 2
Composite 2 3 5 2 5
State 0 1 0 1 4
Command 0 0 0 0 4
Error Handling 0 0 0 0 2
Singleton 0 0 0 0 0
Persistence 1 0 2 2 4
Serialization 0 0 0 0 1
Cloning 0 0 1 0 2
Drawing/
Moving 0 0 1 0 3
Command
Execute 0 0 0 0 0
CheckDamage 0 0 0 0 0
WillChange/
Change 0 1 0 1 0
Space 0 0 0 0 0

Table 3. 18 known concerns in JHotDraw and the number of
clusters representing such a concern found by each technique

Type N-Gram Tree Call Name
Duplication 0 3 2 2 1
Condition
Checking 0 1 3 0 0
Inheritance Gap 1 4 3 0 0
Collections 3 0 1 1 0
Concurrency 0 0 0 0 5

Table 4. Five unknown concerns and the number of clusters per
concern

contains a number of well-known aspects like Error Handling
and Persistence. We also see that a number of cross-cutting
concerns originate from the use of design patterns, like Adapter,
Singleton and Visitor. We will not detail the implementation
and extent of these concerns. For an elaborated overview of the
cross-cutting concerns we identified in JHotDraw, we refer to [11].

For each of these concerns, the table also shows the number of
clusters — for each one of the five instantiations of the framework
— which were related to that concern. Certain concerns like Undo,
Observer and Composite are discovered for all five instantiations,
while Serialization, Command and Error Handling are only
discovered by name clustering. Interestingly, Command Execute,
CheckDamage, Singleton and Space were not discovered by any
of the similarity measures we propose.

Next to the 18 concerns we have identified manually, inspect-
ing the results of the cluster analysis also revealed a number of
additional “concerns” which we somehow missed while browsing
through the code of JHotDraw. These concerns are shown in Ta-
ble 4, together with the number of clusters each technique found
belonging to that concern. Duplication is not really a concern,
but groups a number of seemingly unrelated concerns characterised
by duplicated code. Condition Checking contains a number of
instances of if-statements which check some conditions and which
could be turned into an aspect. Collections contains a number of
instances of the Factory design pattern which are used to create dif-
ferent types of collections. Inheritance Gap represents a collec-

# clusters avg. cluster size precision recall
Type 53 3 65% 30%
N-Gram 38 3 53% 47%
Tree 55 7 60% 52%
Call 36 5 67% 43%
Name 236 6 26% 60%

Table 5. Statistics about the results

tion of concerns containing refactoring opportunities for a number
of methods which have the same name and similar implementation
but which do not belong to the same class hierarchy. One particular
example of Inheritance Gap in JHotDraw is the implementation
of getting the active view for a tool, which is implemented by iden-
tical methods getActiveView on hierarchically unrelated classes.
Finally, the Concurrency concern contains the implementation of
some synchronisation code like the lock method and the Thread
class. Yet again, we refer to [11] for a detailed discussion of these
concerns.

Based on these 23 cross-cutting concerns, we computed some
statistics on the quality of the results of our techniques. While these
statistics may not be sufficient to allow us to make general claims
about the effectiveness of our approach, at least they allow us to
compare the different similarity measures in a quantitative way.
These statistics are shown in table 5.

With the exception of name clustering, all of the similarity mea-
sures return a relatively small amount of results for JHotDraw. The
N-gram and call clustering return less than 40 results; type and tree
clustering a bit more than 50 clusters. This amount is sufficiently
small to make it feasible for a user to manually browse all clus-
ters in a reasonable amount of time. Especially because the aver-
age size of the clusters is also rather small: most clusters contain a
small number of methods (between 3 and 7 on average). As a conse-
quence, when inspecting a cluster, the user does not need to browse
a lot of methods. In the table we also indicate the precision of our
similarity measures. All techniques, except name clustering, have a
precision between 53 and 67%, meaning that more than half of the
clusters contain methods involved in a cross-cutting concern. The
rest of the clusters are false positives: (clusters having) methods
that are reported by our technique to be part of a cross-cutting con-
cern, but after manual interpretation were identified not to be. Due
to the large number of clusters which were reported by name clus-
tering (a factor 5 to 7 more than for any of the other techniques), the
number of false positives for this technique was significantly larger,
resulting in a much smaller precision. Our table also compares the
relative recall of the different clustering experiments we performed.
This statistic expresses which percentage of each of our 23 cross-
cutting concerns was identified by each individual clustering tech-
nique. Here, name clustering scores highest (60%). Primarily due to
the large number of results this technique reports, it does identify a
large proportion of the known cross-cutting concerns. The recall of
the other instantiations ranges between 30% and 52%. It is impor-
tant to note that, while all instantiations were able to find a consid-
erable portion of the cross-cutting concerns, none of the techniques
was able to find them all. Since each similarity measure focuses on
recovering a different kind of cross-cutting concern (by looking for
different symptoms of cross-cutting), the results were quite com-
plementary, with the notable exception of 4 concerns which none
of our instantiations were able to detect.

6.3 Comparison with previous experiments
In their comparative paper, Ceccato et al. [7] provide a qualita-
tive comparison of three aspect mining techniques based on, re-
spectively, fan-in analysis, formal concept analysis on identifiers
(identifier analysis) and formal concept analysis on execution traces
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Fan-in IdentiÞer Dynamic Clustering
Observer + + + +
Consistent
Behavior + - - ±
Command
Execute + + - -
BringToFront/
SendToBack - - + ±
Adapter - + + +
Moving + + + +

Table 6. Comparisonwith fan-in analysis,identiÞeranalysisand
dynamicanalysis

(dynamicanalysis),usingtheJHotDraw applicationasa common
benchmark.We extendedtheir comparative table (Table 6) with
the resultsof our aspectmining approachbasedon clusteranal-
ysis.Although the work of Ceccatoet al. comparesa wide range
of cross-cuttingconcerns,due to spacelimitations only a lim-
ited setof representative concernswereexplicitly reportedin that
comparative table.This rendersTable6 an unfair basisfor com-
parisonof the effectivenessof eachof the techniques.However,
it doesallow us to make a numberof interestingobservations.
Our techniqueis able to detectthe Observer, Adapter and the
Moving concern.The Consistent Behavior concernis not an
atomic concernbut it groups a numberof concernslike Space,
CheckDamage, WillChange/Change, etc. Sincethe different in-
stantiationsof our framework can Þnd most of the Consistent
Behaviour concernsexceptthe onesimplementedby an isolated
sourcecodeentity, we put a ± in the table.Due to the fact that
Consistent Behaviour is not atomic, it is not an ideal candi-
datefor comparingdifferentaspectmining techniques.Sincethe
CommandExecute concernwasimplementedby anisolatedcode
entity, it wasnot detectedby our technique(asdiscussedin sec-
tion 6.2). The BringToFront/SendToBack concern,which im-
plementssendingÞguresto thebackor bringing themto the front
of a window, is alsomarked with a± in the table.In our manual
analysisof JHotDraw, we consideredthis concernasbeingpartof
the corelogic of editing Þgures.While this concernwasdetected
by tree clustering,during our manualanalysisof the results,we
discardedit asbeinga falsepositive.

7. Discussionand Futur eWork
In this sectionwe discusssomeof thestrengths andlimitationsof
the proposedframework and its instantiations,andproposesome
avenuesfor futurework.

Scalability

The run-timeefÞciency of our techniques,whenappliedto JHot-
Draw, rangedfrom 13 minutesfor methodclusteringto 35 min-
utesfor treeclustering.ThismakesusconÞdentthat,on largercase
studies,our implementationmight still produceresultsin an ac-
ceptableamountof time. However, for aspect mining techniques
theexecutiontime of thealgorithmis not the fundamentalindica-
tor for scalability. The largestfactorattributing to the usability of
anaspectmining techniqueis theamountof manualwork required
aftertheautomaticminingstep. Evenif anaspectminingtechnique
wouldneedto calculateits resultsovernight, themajorityof effort
requiredwould still residein the manualinterpretationof the re-
sults.

Missing Results

We observed that four manuallyidentiÞedcross-cuttingconcerns
(Singleton , Space, CheckDamageandCommandExecute) were

notreportedby any of theÞveinstantiationsof ourframework.This
is dueto two reasons.

The Þrstreasonis illustratedby the Singleton concern.This
concernis implementedby a single methodand is characterised
by a recurring patternof calls to this method.If we take a look at
the calling sitesof the Singleton concernfrom a codeduplica-
tion perspective,we seethatthereis little similarity betweenthese
callers.Moreover, thereis only oneinstanceof the Singletonpat-
tern,characterisedby a singlemethodcalledinstance . This lack
of multiplicity, combinedwith the lack of a recurringpatternin
the implementation makes it inherentlydifÞcult for a clustering
algorithm to detectsuchconcerns.However, if JHotDraw would
have containedmultiple instancesof theSingletondesignpattern,
eachcharacterisedby the samenamingconvention (for example,
the presenceof a methodcalled instance ), the nameclustering
instantiationof our framework might have beenableto detectthis
Singleton concern.

A secondreasonwhy certainconcernsgo undetectedis dueto
the Þlterswe have proposedto reducethe input andoutputof the
clusteringalgorithm.For instance,the Space and CheckDamage
concernswerenotdetectedby our framework becauseweÞlterout
polymorphicmethodsfrom the resultsof the clusteranalysis.If
we take a look at the implementationof theseconcerns,however,
we seethat they cross-cuta numberof methodsthat are all im-
plementedin the sameclasshierarchy, which arethusÞlteredout
from the analysis.This illustratesan importanttrade-off between
the efÞciency andaccuracy of our technique.On the onehand,if
werelaxtheÞlteringweincreasetherecallin ourresults,at therisk
of providing theuserof our techniquewith toomany resultssothat
manualinspectionof theseresultsbecomesimpossible,andat the
risk of decreasingtheprecisionof theresults(morenoise).On the
otherhand,if we provide harsherÞlters, the numberof resultsis
reducedandmaybecomesufÞcientlyrestrictedfor a humanto go
throughthemmanually, at therisk of Þndingonly a limited subset
of thecross-cuttingconcernswhicharepresentin thesystemunder
analysis.While for theexperimentwe describedin this paper, the
trade-off betweenthenumberof resultsandthecorrectnessof these
resultsseemsreasonable(we founda signiÞcantamountof cross-
cuttingconcernsin JHotDraw, while keepingthenumberof results
which neededto beinspectedby theuserrelatively low), morere-
searchis necessaryto improve the quality of the Þlterssuchthat
lesscorrectresultsget Þltered out and to strike the right balance
betweenscalability, usability, precisionandrecall.

Partial Results

Anotherissueis that,evenfor theconcernswedid discover, thereis
noguaranteethatwediscoveredthemcompletely, i.e.thattheentire
extent of the cross-cuttingconcernis found.Whena crosscutting
concernis implementedin a numberof locations,our technique
may not reportall of theselocations.Oneway to circumvent this
problem is to manually explore the locations proposedby our
techniqueusingspecialisedbrowsers(likedescribedin section2).

CombinedAspectMining Techniques

A possiblewayto limit or solve thetwo problemsdiscussedabove,
is by combiningourtechniquewith otheraspectminingtechniques.
As wasillustratedby Ceccatoet al. [7, 8], the resultsof different
aspectmining techniquescanbe quite complementary. Two tech-
niquesthat seemto be good candidatesfor identifying concerns
which aremissedby our framework, arethe fan-in analysistech-
nique by Marin et al. [22] and the uniquemethodsapproachby
GybelsandKellens [13]. Thesetechniquesfocuson Þndingcross-
cuttingconcernswhich areimplementedby multiple callsto a sin-
glemethod.Theseareexactly thekind of concernswhichour tech-
niqueswereunableto Þnd.



Summary

¥ Framework using cluster analysis
¥ pre/post-Þltering
¥ 5 instantiations

¥ Relatively small (number of) clusters
¥ Complementary with:

¥ each other
¥ other aspect mining techniques (fan-in)

¥ Fuzzy clustering
¥ Increase quality of Þlters
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